
MDH+ATF: Code Generation & Optimization 
for Deep-Learning Computations 

Ari Rasch, Richard Schulze 
University of Münster, Germany



2

Who are we?
Main Projects:

Ari  
Rasch

https://richardschulze.net
r.schulze@uni-muenster.de

https://arirasch.net
a.rasch@uni-muenster.de

Richard 
Schulze

A F
Code Optimization

https://atf-tuner.org

MDH
Code Generation

https://mdh-lang.org

HCA
Code Execution

http://hca-project.org

Hunloh Brothers 
(Lars & Jens)

mailto:r.schulze@uni-muenster.de
mailto:a.rasch@uni-muenster.de


3

Who are we?

Ari  
Rasch

https://richardschulze.net
r.schulze@uni-muenster.de

https://arirasch.net
a.rasch@uni-muenster.de

Richard 
Schulze

Responsibilities/Competencies:

Lead Developer

Lead Engineer

A FMDH HCA

9 
13

10 
14

11 
15

12 
16

12 
16

1  2  3  4  
5  6  7  8 

5  6  7  8 1  2  3  4 9 
13

10 
14

11 
15

12 
16

11 
15

2  3  4 1

2  3 4 

9 
13

10 
14h( )

h( )
1 
5 
9 
13

2 
6 
10 
14

3 
7 
11 
15

4 
8 
12 
16

1 
5 
9 
13

2 
6 
10 
14

3 
7 
11 
15

4 
8 
12 
16

1 2  3 4 5  6  7  8 9 
13

10 
14

11 
15

12 
16

<latexit sha1_base64="MJBdPfWGuWxjoyOtoTdW/qlr6tk="></latexit>++1

<latexit sha1_base64="MJBdPfWGuWxjoyOtoTdW/qlr6tk="></latexit>++1
<latexit sha1_base64="BRPhH002D5GoU/Ib+NJMFWvrN84="></latexit>++2

<latexit sha1_base64="BRPhH002D5GoU/Ib+NJMFWvrN84="></latexit>++2

<latexit sha1_base64="BRPhH002D5GoU/Ib+NJMFWvrN84="></latexit>++2

<latexit sha1_base64="BRPhH002D5GoU/Ib+NJMFWvrN84="></latexit>++2

<latexit sha1_base64="wM62FL36z1QJjUOFJhewNiWiNaM="></latexit>

�

<latexit sha1_base64="wM62FL36z1QJjUOFJhewNiWiNaM="></latexit>

�

<latexit sha1_base64="wM62FL36z1QJjUOFJhewNiWiNaM="></latexit>

�

<latexit sha1_base64="wM62FL36z1QJjUOFJhewNiWiNaM="></latexit>

�

<latexit sha1_base64="wM62FL36z1QJjUOFJhewNiWiNaM="></latexit>

�

<latexit sha1_base64="wM62FL36z1QJjUOFJhewNiWiNaM="></latexit>

�

<latexit sha1_base64="wM62FL36z1QJjUOFJhewNiWiNaM="></latexit>

�

1h( ) 2  3h( ) 4 h( ) 5  6  7  8 h( ) 9 
13

10 
14h( ) 11 

15h( ) 12 
16h( )

11 
15h( )

2  3  4 h( )

1  2  3  4 h( )
<latexit sha1_base64="22OAVXb1ItEDF5mOErC/GM6StOA="></latexit>�1

<latexit sha1_base64="RKorYwi2bDiW1QtIojjqF2pwxbk="></latexit>�2

<latexit sha1_base64="RKorYwi2bDiW1QtIojjqF2pwxbk="></latexit>�2

<latexit sha1_base64="RKorYwi2bDiW1QtIojjqF2pwxbk="></latexit>�2

<latexit sha1_base64="22OAVXb1ItEDF5mOErC/GM6StOA="></latexit>�1

<latexit sha1_base64="RKorYwi2bDiW1QtIojjqF2pwxbk="></latexit>�2

2  3 h( )
12 
16h( )

11 
15

12 
16h( )

1  2  3  4  
5  6  7  8 h( ) 9 

13
10 
14

11 
15

12 
16h( )

<latexit sha1_base64="t37dPG3shWBdXgIQpFZnDVRuNkI="></latexit>���������

1
1
1
1

���������

<latexit sha1_base64="t37dPG3shWBdXgIQpFZnDVRuNkI="></latexit>���������

1
1
1
1

���������

<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�

<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�

<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�

<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�

<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�

<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�

<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�

<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�

<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�

<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�
<latexit sha1_base64="i8NQ29gq5RmMQvZKuurCKSa/1M0="></latexit>

�11�

<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�

5  6  7  8 h( )
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�

<latexit sha1_base64="t37dPG3shWBdXgIQpFZnDVRuNkI="></latexit>���������

1
1
1
1

���������

<latexit sha1_base64="t37dPG3shWBdXgIQpFZnDVRuNkI="></latexit>���������

1
1
1
1

���������

<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1� 4 h( )
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�

<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�1h( )
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�
<latexit sha1_base64="TTL42feK6XaA29rea6Mibm8m44k="></latexit>

�1�

Fig. 10. MDH property recursively applied to a two-dimensional example computation
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E�icient Auto-Tuning of Parallel Programs
with Interdependent Tuning Parameters via Auto-Tuning Framework (ATF) 9

resulting in a high memory footprint. Furthermore, the con�gurations of parameters ?3, ?4, ?5,
which are represented by Tree 2, would have to be stored for every leaf of Tree 1 (4 times in this
example). We avoid this signi�cant waste of memory by storing Tree 2 only once and chaining the
two trees together.
Note that our chains-of-trees structure is e�cient also for storing the spaces of parameters

without interdependencies: if tuning parameters are independent, then each single parameter
represents an own interdependent parameter group (comprising only one parameter), which
corresponds to exactly the same range-based search space representation as used in OpenTuner
and libtuning.

5 EXPLORING CONSTRAINED SEARCH SPACES
The third and �nal phase of auto-tuning is the exploration of the search space, generated and stored
as described in Section 3 and 4, using some search technique. State-of-the-art general-purpose
auto-tuning frameworks follow one of two basic approaches to the exploration phase.
CLTune and KernelTuner explore constrained search spaces, but they use a plain array of

con�gurations. Consequently, they provide search techniques an only one-dimensional view on
the search space, which often causes sub-optimal auto-tuning results, because locality information
within the space’s particular dimensions are lost [70]. For example, we demonstrate in Section 7
for the search by simulated annealing – CLTune’s most e�cient search technique [41] – that the
selection time of the next candidate point is very high for large search spaces when relying on the
one-dimensional space, thus leading to poor auto-tuning results.
OpenTuner and libtuning retain the multidimensionality of their search spaces, as required

by search techniques for high search e�ciency [70]. However, these two frameworks have to
explore unconstrained search spaces which can contain also invalid con�gurations. This usually
drastically worsens their e�ciency for programs with interdependent tuning parameters, as we
con�rm experimentally in Section 7.

Fig. 2. Example of exploring our chain-of-trees structure in multiple dimensions, based on an !-dimensional
coordinate space (in this example: ! = 4). Subtrees in level 1 – for nodes 2, 3, 4 – are omi�ed for brevity.

, Vol. 1, No. 1, Article . Publication date: October 2018.

import numpy as np

from pyatf import TP, Interval, Tuner
from pyatf.cost_functions import cuda
from pyatf.search_techniques import AUCBandit
from pyatf.abort_conditions import Evaluations

# input size
N = 1000

# Step 1: Generate the Search Space
WPT = TP('WPT', Interval( 1, N ), lambda WPT: N % WPT == 0           )
LS  = TP('LS',  Interval( 1, N ), lambda WPT, LS: (N / WPT) % LS == 0)

# Step 2: Implement a Cost Function
saxpy_kernel = cuda.Kernel( cuda.source(saxpy_kernel_as_string), '
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import numpy as np

from pyatf import TP, Interval, Tuner
from pyatf.cost_functions import cuda
from pyatf.search_techniques import AUCBandit
from pyatf.abort_conditions import Evaluations

# input size
N = 1000

# Step 1: Generate the Search Space
WPT = TP('WPT', Interval( 1, N ), lambda WPT: N % WPT == 0           )
LS  = TP('LS',  Interval( 1, N ), lambda WPT, LS: (N / WPT) % LS == 0)

# Step 2: Implement a Cost Function
saxpy_kernel = cuda.Kernel( cuda.source(saxpy_kernel_as_string), '
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2. Part: How to optimize 
(auto-tune) DL code?

1. Part: How to generate automatically 
optimizable (auto-tunable) DL code?

AI Scientist

…

Parallel 
Architectures

__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

(1) 
Generation 

[TOPLAS’24,PACT’19,…]

…

MDH ATF
__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

High-Level Program 
Representation

Low-Level Program 
Representation 

__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

Executable 
Program Code

(2) 
Optimization 

[CC’25,TACO’21,…]

Goal of MDH+ATF

An approach to Generating (MDH) & Optimizing (ATF) code for DL computations:
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Goal of MDH+ATF

An approach to Generating (MDH) & Optimizing (ATF) code for DL computations1:

The ultimate goal of MDH+ATF is to simultaneously achieve 

Performance & Portability & Productivity  

for DL computations1

AI Scientist

…

Parallel 
Architectures

__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

(1) 
Generation 

[TOPLAS’24,PACT’19,…]

(2) 
Optimization 

[CC’25,TACO’21,…]

…

MDH ATF
__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

High-Level Program 
Representation

Low-Level Program 
Representation 

__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

Executable 
Program Code

1 MDH not limited to DL: targets arbitrary kinds of data-parallel computations
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Agenda
1. MDH: 

• MDH (formal) Program Representation & Experimental Results


• MDH Code Generation & Interfaces:


• MDH Python-Based Interface


• MDH MLIR-Based Interface & Comparison to Linalg


• MDH Future Work


2. ATF  

• Motivation & Usage (briefly)


3. Roofline:               — Possible Collaboration(s)

https://atf-tuner.org

ATF 
Code Optimization

https://mdh-lang.org

MDH  
Code Generation

A F
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Code Generation via MDH

Overview
The approach of Multi-Dimensional Homomorphisms (MDH) is an algebraic formalism for systematically reasoning about de-
composition and re-composition strategies of data-parallel computations (such as linear algebra routines and stencil
computations) for the memory and core hierarchies of state-of-the-art parallel architectures (GPUs, multi-core CPU, multi-
device and multi-node systems, etc).

The MDH approach (formally) introduces:

1. High-Level Program Representation (Contribution 1) that enables the user conveniently implementing data-parallel
computations, agnostic from hardware and optimization details;

2. Low-Level Program Representation (Contribution 2) that expresses device- and data-optimized de- and re-composition
strategies of computations;

3. Lowering Process (Contribution 3) that fully automatically lowers a data-parallel computation expressed in its high-level
program representation to an optimized instance in its low-level representation, based on concepts from automatic
performance optimization (a.k.a. auto-tuning), using the Auto-Tuning Framework (ATF).

The MDH’s low-level representation is designed such that Code Generation from it (e.g., in OpenMP for CPUs, CUDA for
NVIDIA GPUs, or OpenCL for multiple kinds of architectures) becomes straightforward.

Our Experiments report encouraging results on GPUs and CPUs for MDH as compared to state-of-practice approaches,
including NVIDIA cuBLAS/cuDNN and Intel oneMKL/oneDNN which are hand-optimized libraries provided by vendors.

Ultimate MDH Goals

Performance: achieve performance competitive to hand-optimized solutions

Portability: target any kind of parallel architecture

Productivity: free user from hardware and optimization details

Getting Started
(Our implementation of MDH will be open sourced soon on GitHub)

Code Examples
From the following code examples, our MDH compiler generates fully automatically device- and data-optimized, executable
program code, e.g., in OpenMP for CPUs, CUDA for NVIDIA GPUs, or OpenCL for multiple kinds of architectures.

MDH’s Python-Based User Interface

Matrix-Vector Multiplication (MatVec) expressed in MDH’s high-level program representation:

The above defined  matvec  function is used as follows:

MDH’s MLIR-Based User Interface

Here, functions  @mul  and  @add  are straightforward, user-defined functions for computing scalar multiplication or scalar
addition, respectively (both not shown for brevity). Functions  cc  and  pw  are pre-implemented combine operators for
computing concatenation ( cc ) or point-wise operations ( pw ), respectively.

Automatic Parallelization & Optimization

Additionally, MDH supports as inputs – as an alternative to DSL programs in MDH’s high-level programming interface (shown
above) – also straightforward (annotated) sequential program code. For our MatVec example, our Python-based input code
is of the following form:

This program is completely equivalent to the DSL-based MDH program for MatVec shown above and used exactly the same:

Schedule-Based Optimization Process

MDH optionally allows incorporating expert knowledge into the optimization process, using its scheduling language. By
incorporating the user into the optimization process, we enable two major advantages over the standard MDH workflow:

1. better optimization, as an auto-tuning system might not always make the same high-quality optimization decisions as a
human expert

2. faster auto-tuning, as some (or even all) optimization decisions might be made by the expert user and thus are not left to
the costly auto-tuner

Publications
1. A. Rasch

(De/Re)-Composition of Data-Parallel Computations via Multi-Dimensional Homomorphisms
ACM Transactions on Programming Languages and Systems (TOPLAS 2024)

 Paper

2. A. Rasch
Full Version: (De/Re)-Composition of Data-Parallel Computations via Multi-Dimensional Homomorphisms
arXiv 2024

 Paper

3. A. Rasch, R. Schulze, D. Shabalin, A. Elster, S. Gorlatch, M. Hall
(De/Re)-Compositions Expressed Systematically via MDH-Based Schedules
ACM SIGPLAN International Conference on Compiler Construction (CC 2023)

 Paper  Slides

4. A. Rasch, R. Schulze, and S. Gorlatch
Generating Portable High-Performance Code via Multi-Dimensional Homomorphisms
International Conference on Parallel Architectures and Compilation Techniques (PACT 2019)

 Paper  Slides

5. A. Rasch, R. Schulze, M. Gorus, J. Hiller, S. Bartholomäus, S. Gorlatch
High-Performance Probabilistic Record Linkage via Multi-Dimensional Homomorphisms
ACM/SIGAPP Symposium On Applied Computing (SAC 2018)

 Paper  Slides

6. A. Rasch, S. Gorlatch
Multi-Dimensional Homomorphisms and Their Implementation in OpenCL
International Journal of Parallel Programming (IJPP 2018)

 Paper

WIP/Short Papers & Talks

1. A. Rasch, R. Schulze, Jens Hunloh, Lars Hunloh
Code Generation & Optimization for Deep-Learning Computations via Multi-Dimensional Homomorphisms
Compilers for Machine Learning (C4ML 2024), (lightning talk)

 Slides  1. Poster  2. Poster

2. A. Rasch, R. Schulze, S. Gorlatch
Array Programming via Multi-Dimensional Homomorphisms
ACM SIGPLAN Conference on Programming Language Design and Implementation (PLDI 2023), (WIP paper)

 Paper  Slides  Talk

3. R. Schulze, A. Rasch, S. Gorlatch
Code Generation & Optimization for Deep-Learning Computations on GPUs via Multi-Dimensional Homomorphisms
International Conference for High Performance Computing, Networking, Storage and Analysis (SC 2021), Best Poster
Finalist, (short paper)

 Paper  Poster  Slides  Talk

4. A. Rasch, R. Schulze, S. Gorlatch
Using MLIR for Multi-Dimensional Homomorphisms
Google SIG MLIR Open Design Meeting 2020, (invited talk)

 Slides  Talk

5. A. Rasch, S. Gorlatch
md_stencil: High-Performance Stencil Computations on CPU and GPU via Multi-Dimensional Homomorphisms
International Conference on Parallel Architectures and Compilation Techniques (PACT 2020), (SRC – Gold Winner)

 Paper  Poster  Slides  Talk

6. A. Rasch, S. Gorlatch
md_poly: A Performance-Portable Polyhedral Compiler Based on Multi-Dimensional Homomorphisms
IEEE/ACM International Symposium on Code Generation and Optimization (CGO 2020), (SRC – Gold Winner)

 Paper  Poster  Slides

7. A. Rasch, R. Schulze, S. Gorlatch
Performance, Portability, and Productivity for Data-Parallel Applications on Multi- and Many-Core Architectures
International Conference for High Performance Computing, Networking, Storage and Analysis (SC 2019), (doctoral
showcase)

 Paper  Poster  Slides

Citations
Please use the following citations, when referring to MDH’s:

1. Formalism & Design

2. Scheduling Language

3. Automatic Parallelization and Optimization

Contact

Ari Rasch

Focus: Formalism

Affiliation: University of Münster

Email: a.rasch@uni-
muenster.de

Website: arirasch.net

Richard Schulze

Focus: Implementation

Affiliation: University of Münster

Email: r.schulze@uni-
muenster.de

Website: richardschulze.net

Lars Hunloh

Focus: MDH in MLIR

Affiliation: University of Münster

Email: l.hunloh@uni-
muenster.de

Jens Hunloh

Focus: MDH in MLIR

Affiliation: University of Münster

Email: j.hunloh@uni-
muenster.de

You can also find us on  Discord.

MatVec Jacobi1D

def matvec(T: ScalarType, I: int, K: int):
    @mdh( out( w = Buffer[T, [I]]                        ) ,
          inp( M = Buffer[T, [I, K]], v = Buffer[T, [K]] ) )
    def mdh_matvec():
        def mul(out, inp):
            out['w'] = inp['M'] * inp['v']

        def scalar_plus(res, lhs, rhs):
            res['w'] = lhs['w'] + rhs['w']

        return (
            out_view[T]( w = [lambda i, k: (i)] ),
              md_hom[I, K]( mul, ( CC, PW(scalar_plus) ) ),
                inp_view[T, T]( M = [lambda i, k: (i, k)] ,
                                v = [lambda i, k: (k)   ] )
        )

# MatVec on 1024x1024-sized input matrix and 1024-sized vector (both containing fp32 values)
matvec__fp32__1024_1024 = matvec( fp32, 1024,1024 )

# ... (CUDA host code: create CUDA context, CUDA buffers for "M","v", "w", etc.)

# Get MDH "CUDA Module" for MatVec (using ATF-tuned optimizations)
cuda__matvec__fp32__1024_1024 = matvec__fp32__1024_1024.get_module( CUDA(), pyATF( CUDARuntimeProfiler(), evaluations(1000) ) )

# MDH CUDA Module: compile & load CUDA code
a100_cuda__matvec__fp32__1024_1024 = cuda__matvec__fp32__1024_1024.compile( arch='compute_80' )

# MDH CUDA Module: run MatVec on M,v to obtain w
a100_cuda__matvec__fp32__1024_1024.run( w,M,v )

# MDH CUDA Module: destroy module
a100_cuda__matvec__fp32__1024_1024.destroy()

# ... (CUDA host code: destroying CUDA context, freeing CUDA buffers, etc.)

MatVec Jacobi1D

func.func @main()
{
  %M = memref.alloc() : memref<128x64xf32>
  %v = memref.alloc() : memref<64xf32>

  %w = mdh.compute "mdh_matvec"
  {
    inp_view =
    [
      [ affine_map<( i,k ) -> ( i,k )> ],
      [ affine_map<( i,k ) -> ( k )  > ]
    ],

    md_hom =
    {
      scalar_func = @mul,
      combine_ops = [ "cc", ["pw",@add] ]
    },

    out_view =
    [
      [ affine_map<( i,k ) -> ( i )> ]
    ]
  }
  {
    inp_types = [ f32, f32 ],
    mda_size  = [ 128,64 ],
    out_types = [ f32 ]
  }( %M,%v ) :
   ( memref<128x64xf32> ,
     memref<64xf32>     ) -> memref<128xf32>

  return
}

def matvec(T: ScalarType, I: int, K: int):
    @mdh( out( w = Buffer[T, [I]]                        ) ,
          inp( M = Buffer[T, [I, K]], v = Buffer[T, [K]] ) ,
          combine_ops = ( CC, PW(scalar_plus) )            )
    def mdh_matvec(w, M, v):
        for i in range(I):
            for k in range(K):
                w[i] = M[i, k] * v[k]

# MatVec on 1024x1024-sized input matrix and 1024-sized vector (both containing fp32 values)
matvec__fp32__1024_1024 = matvec( fp32, 1024,1024 )

# ... (CUDA host code: create CUDA context, CUDA buffers for "M","v", "w", etc.)

# Get MDH "CUDA Module" for MatVec (using ATF-tuned optimizations)
cuda__matvec__fp32__1024_1024 = matvec__fp32__1024_1024.get_module( CUDA(), pyATF( CUDARuntimeProfiler(), evaluations(1000) ) )

# MDH CUDA Module: compile & load CUDA code
a100_cuda__matvec__fp32__1024_1024 = cuda__matvec__fp32__1024_1024.compile( arch='compute_80' )

# MDH CUDA Module: run MatVec on M,v to obtain w
a100_cuda__matvec__fp32__1024_1024.run( w,M,v )

# MDH CUDA Module: destroy module
a100_cuda__matvec__fp32__1024_1024.destroy()

# ... (CUDA host code: destroying CUDA context, freeing CUDA buffers, etc.)

(An example scheduling program follows soon)
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ACM TOPLAS 2024
(De/Re)-Composition of Data-Parallel Computations via
Multi-Dimensional Homomorphisms

ARI RASCH, University of Muenster, Germany

Data-parallel computations, such as linear algebra routines and stencil computations, constitute one of the most
relevant classes in parallel computing, e.g., due to their importance for deep learning. Efficiently de-composing
such computations for the memory and core hierarchies of modern architectures and re-composing the
computed intermediate results back to the final result—we say (de/re)-composition for short—is key to achieve
high performance for these computations on, e.g., GPU and CPU. Current high-level approaches to generating
data-parallel code are often restricted to a particular subclass of data-parallel computations and architectures
(e.g., only linear algebra routines on only GPU or only stencil computations), and/or the approaches rely
on a user-guided optimization process for a well-performing (de/re)-composition of computations, which is
complex and error prone for the user.

We formally introduce a systematic (de/re)-composition approach, based on the algebraic formalism of
Multi-Dimensional Homomorphisms (MDHs). Our approach is designed as general enough to be applicable to
a wide range of data-parallel computations and for various kinds of target parallel architectures. To efficiently
target the deep and complex memory and core hierarchies of contemporary architectures, we exploit our
introduced (de/re)-composition approach for a correct-by-construction, parametrized cache blocking, and
parallelization strategy. We show that our approach is powerful enough to express, in the same formalism, the
(de/re)-composition strategies of different classes of state-of-the-art approaches (scheduling-based, polyhedral,
etc.), and we demonstrate that the parameters of our strategies enable systematically generating code that
can be fully automatically optimized (auto-tuned) for the particular target architecture and characteristics of
the input and output data (e.g., their sizes and memory layouts). Particularly, our experiments confirm that
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MDH is a (formal) framework for expressing & optimizing data-parallel computations:

1. Contribution 1 (HL-REP): defines data parallelism, based on common algebraic properties of computations 
& introduces higher-order functions for expressing these computations, agnostic from hardware and 
optimization details while still capturing high-level information relevant for generating high-performing code


2. Contribution 2 (LL-REP): allows expressing and reasoning about optimizations for the memory and core 
hierarchies of contemporary parallel architectures & generalizes these optimizations to apply to arbitrary 
combinations of data-parallel computations and architectures  


3. Contribution 3 (→): introduces a structured optimization process — for arbitrary combinations of data-
parallel computations and parallel architectures — that allows fully automatic optimization (auto-tuning)
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Focus Today



MDH: High-Level Representation
Goals:

1. Uniform:  
should be able to express any kind of data-parallel computation, without relying on 
domain-specific building blocks, extensions, etc.


2. Minimalistic:  
should rely on less building blocks to keep language small and simple


3. Structured:  
avoiding compositions and nestings of building blocks as much as possible, 
thereby further contributing to the usability and simplicity of our language 

9

MDH High-Level Representation of MatVec  
(discussed later)

<latexit sha1_base64="V+ouOnk9c+5GsvhGXvgvOvayikM="></latexit>

MatVec<T∈TYPE � I,K∈N> ∶= out view<T>( w:(i,k)�(i) ) ○
md hom<I,K>( *, (++,+) ) ○

inp view<T,T>( M:(i,k)�(i,k) , v:(i,k)�(k) )
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Our high-level representation (formally) defines DL computations1,  
and it expresses these computations using exactly  

three straightforwardly composed higher-order functions only

transforms 

domain-specific data representation  

to internal representation 

transforms  
internal data representation 


to domain-specific representation 

computes 
data parallel computation

10

Overview:

MDH: High-Level Representation

1 MDH not limited to DL: targets arbitrary kinds of data-parallel computations



What is happening here: 

11
1We can generate such MDH expressions also automatically from straightforward (annotated) code in Python, C, …

• inp_view captures the accesses to input data


• md_hom expresses the data-parallel computation


• out_view captures the accesses to output data

Example: MatVec expressed in MDH

MDH High-Level Representation of MatVec

<latexit sha1_base64="V+ouOnk9c+5GsvhGXvgvOvayikM="> MOhMcwg9ah2HIlXTr5d/URpv3BQ9MPaWmQACaLPUo/Gs8aogUj7+gT8UXPV4T5De7Sbet6654lYn3CvUC5ZK7yUA5WtSDwf9MD3/Hhy4uf4zgMEt7thMLxcPnAbVfFEjrZ5zhJYZS9/iIpS0gmdcFTpa5ex6yWbhBlPO0t/vZjan6j6jMqkTzeLCEx2iJP/T3zyyXauFPUh2FS6KrNv/J/GZxXZPfpf5vm91iE4ZGqa9N6XWCD7MWPGmfqe904iRZY11+3YLbZ7N811xcnLS2mh9ttb9rVZ/sTO6hd4z3jA+MmtE0PjaeGF8aB8ax4a78ufr+6sbqZmVc+aXya+W3zHR1ZbLnXaPwVH7/C/y+q0c=</latexit>

MatVec<T∈TYPE � I,K∈N> ∶= out view<T>( w:(i,k)�(i) ) ○
md hom<I,K>( *, (++,+) ) ○

inp view<T,T>( M:(i,k)�(i,k) , v:(i,k)�(k) )

MDH: High-Level Representation

MatVec in C++ 

void MatVec( T[] M, T[] v, T[] w ) 
{ 
  for( int i=0 ; i < I ; ++i ) 
    for( int k=0 ; k < K ; ++k ) 
      w[i] += M[i][k] * v[k]; 
}
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MDH: High-Level Representation

Important DL computations can be (naturally & uniformly) expressed in MDH

Fig. 5. DL operators expressed in MDH

Fig. 5. DL operators expressed in MDH

Fig. 5. DL operators expressed in MDH

Fig. 5. DL operators expressed in MDH

Linear Algebra, Reductions, … (Non-Endomorphic Operators)

— Computation Specification —

Point-Wise, Re-Shaping, … (Endomorphic Operators)

— Computation Specification —

Linear Algebra, Reductions, … (Non-Endomorphic Operators)

— Data Specification —

Point-Wise, Re-Shaping, … (Endomorphic Operators)

— Data Specification —



13

736

737

738

739

740

741

742

743

744

745

746

747

748

749

750

751

752

753

754

755

756

757

758

759

760

761

762

763

764

765

766

767

768

769

770

771

772

773

774

775

776

777

778

779

780

781

782

783

784

1:16 Anon.

De�nition 5 (Bu�er). Let T ∈ TYPE be an arbitrary scalar type, D ∈ N0 a natural number9, and
N ∶= (N1 , . . . , ND) ∈ ND a sequence of natural numbers.
A Bu�er (BUF) b that has dimensionality D, size N , and scalar type T is a function with the

following signature:
b ∶ [0,N1)N0 × . . . × [0,ND)N0 → T ∪ {�}

Here, � denotes the unde�ned value. We refer to [0,N1)N0 × . . .× [0,ND)N0 → T ∪{�} as the type of
BUF b, which we also denote asT N1×...×ND , and we refer to set BUF-IDX-SETs ∶= { [0,N )N0 �N ∈ N}
as BUF index sets. Analogously to Notation 1, we write b[ i1, . . . , iD ] instead of b(i1, . . . , iD) to avoid
a too heavy usage of parentheses.

In contrast to MDAs, a BUF always operates on a contiguous range of natural numbers starting
from 0, and a BUFmay contain unde�ned values. These two di�erences allow us to straightforwardly
transform BUFs to data structures provided by programming languages (e.g., C arrays as used
in OpenMP, CUDA, and OpenCL). Note that in our generated program code (discussed later in
Section 3), we implement MDAs as a straightforward abstraction, on top of BUFs, so that we do not
need to transform MDAs to languages’ data structures and/or store them otherwise physically in
memory.

De�nition 6 (Index Function). Let D ∈ N be a natural number (representing an MDA’s dimension-
ality) and Db ∈ N0 (representing a BUF’s dimensionality).
An index function idx from D-dimensional MDA indices to Db -dimensional BUF indices is any

meta-function of type

idx<I
MDA
1 , ..., I MDAD ∈MDA-IDX-SETs

D> ∶ I MDA1 × . . . × I MDAD → I BUF1 × . . . × I BUFDb

for (I BUF1 , . . . , I
BUF
Db
) ∶=⇒MDA

BUF(I MDA1 , . . . , I
MDA
D )where⇒MDA

BUF ∶ MDA-IDX-SETsD → BUF-IDX-SETsDb is an
arbitrary but �xed function that maps D-many MDA index sets to Db -many BUF index sets. We
denote the type of index functions as MDA-IDX-to-BUF-IDX<D,Db � ⇒MDA

BUF>.
In words: Index functions have to be capable of operating on any potential MDA index sets. This

will be required later for using index functions also on parts of MDAs whose index sets are subsets
of the original MDA’s index sets.

We will use index functions to access BUFs. For example, in case of MatVec (Figure 1), we access
its input matrix using index function (i,k)� (i,k) which is of type

MDA-IDX-to-BUF-IDX<D ∶=2,Db ∶=2 � ⇒MDA
BUF(I

MDA
1 , I MDA2 ) ∶= [0,max(I MDA1 )]N0,[0,max(I MDA2 )]N0>

and we use index function (i,k)� (k) to access MatVec’s input vector, which is of type

MDA-IDX-to-BUF-IDX<D ∶=2,Db ∶=1 � ⇒MDA
BUF(I

MDA
1 , I MDA2 ) ∶= [0,max(I MDA2 )]N0>

Further examples of index function, e.g., for stencil computation Jacobi1D, are presented in the
Appendix, Section B.6, for the interested reader.

Input Views. An input view is any function that computes an MDA from a collection of user-
de�ned BUFs. For example, in case of MatVec, its input view takes as input two BUFs – a matrix
and a vector – and it yields a two-dimensional MDA containing pairs of elements taken from the
matrix and vector (illustrated in Figure 1). In contrast, the input view of Jacobi1D takes as input a
single vector only, and it computes an MDA containing triples of vector elements (Figure 2).

9 We use the case D = 0 to represent scalar values, as we discuss later.
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I1 ∶= {0, 1}, as required for combining the MDAs in the second dimension. The varying index sets
of the four MDAs are denoted as P and Q in the �gure, which are in case of the concatenation
example, index sets in the �rst dimension of MDAs a(1,1) and a(1,2); in case of the point-wise
addition example, the varying index sets of MDAs a(2,1) and a(2,2) are the second dimensions. In
the following, we assume w.l.o.g. for MDAs we aim to combine that their varying index sets P and
Q are disjoint. Our assumption is legal because we will use combine operators for parts of the same
MDA, causing the index sets of the parts to be disjoint – in case of the concatenation example in
Figure 8, the parts are the �rst and second row of MDA a in Figure 7, and in case of the point-wise
addition example, the parts are the third and fourth column of a.

We de�ne combine operators based on index set functions (also introduced formally soon). Index
set functions precisely describe, on the type level, the index set of the combined output MDA
and thus how an MDA’s index set evolves during combination. For this, an index set function
takes as input the input MDA’s index set in the dimension to combine, and the function yields as
its output the index set of the output MDA which is combined in this dimension. In case of the
concatenation example in Figure 8, the index set function is identity id and thus trivial. However,
in case of point-wise addition, the corresponding index set function is constant function 0f , which
maps any index set to the singleton index set {0} which contains element 0 only. This is because
when combining via point-wise addition, the MDA shrinks in the combined dimension to only
one element which we aim to uniformly access via MDA index 0. In Figure 8, we denote MDAs
a(1,1), a(1,2), a(2,2), a(2,3), after applying the corresponding index set function as a(1,1)↓�1

, a(1,2)↓�1
, a(2,2)→�2

,
a
(2,3)
→�2

; the combined MDAs are denoted as a(1) and a(2) in the �gure. The concatenation operator is
denoted in the �gure generically as �1, and point-wise addition is denoted as �2, correspondingly.

We now de�ne combine operators formally, and we illustrate this formal de�nition afterwards
using the example operators concatenation and point-wise combination. Details on some technical
design decisions of combine operators are outlined in the Appendix, Section B.1, for the interested
reader.

De�nition 2 (CombineOperator). Let MDA-IDX-SETs ⋅×MDA-IDX-SETs ∶= { (P ,Q) ∈ MDA-IDX-SETs
×MDA-IDX-SETs � P ∩Q = �} denote the set of all pairs of MDA index sets that are disjoint. Let
further⇒MDA

MDA ∶ MDA-IDX-SETs→ MDA-IDX-SETs be a function on MDA index sets,T ∈ TYPE a scalar
type, D ∈ N an MDA dimensionality, and d ∈ [1,D]N an MDA dimension.

We refer to any binary function � of type (parameters in angle brackets are type parameters)

�<(I1, ..., Id−1, Id+1, ..., ID)∈MDA-IDX-SETs
D−1 , (P,Q)∈MDA-IDX-SETs ⋅× MDA-IDX-SETs> ∶

T [ I1 , . . . , ⇒MDA
MDA(P)
������������������������������

↑
d

, . . . , ID ] × T [ I1 , . . . , ⇒MDA
MDA(Q)
��������������������������������

↑
d

, . . . , ID ]
→ T [ I1 , . . . , ⇒MDA

MDA(P �Q)
�������������������������������������������������������������

↑
d

, . . . , ID ]

as combine operator that has index set function⇒MDA
MDA, scalar type T , dimensionality D, and operating

dimension d . We denote combine operator’s type concisely as CO<⇒
MDA
MDA �T �D �d>.

Since function �’s ordinary function type T [. . . ] ×T [. . . ] → T [. . . ] is generic in parameters
(I1, . . . , Id−1, Id+1, . . . , ID) and (P ,Q) (these two type parameters are denoted in angle brackets in
De�nition 2), we refer to function � as meta-function, to the type parameters in angle brackets
as meta-parameters, and we say meta-types to T [ I1 , . . . , ⇒MDA

MDA(P) , . . . , ID ] (�rst input MDA),
T [ I1 , . . . , ⇒MDA

MDA(Q) , . . . , ID ] (second input MDA), and T [ I1 , . . . , ⇒MDA
MDA(P �Q) , . . . , ID ] (output
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Fig. 10. MDH property recursively applied to a two-dimensional example computation
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All concepts are fully formally defined in the MDH paper  
(arXiv version)

Multi-Dimensional Homomorphisms
Now that we have de�ned MDAs (De�nition 1) and COs (De�nition 2), we can de�ne Multi-
Dimensional Homomorphisms (MDHs). Intuitively, a function h operating on MDAs is an MDH
i� we can apply the function independently to parts of its input MDA and combine the obtained
intermediate results to the �nal result using combine operators; this can be imagined as a typical
divide-and-conquer pattern. Compared to classical approaches, e.g., list homomorphisms [Bird
1989; COLE 1995; Gorlatch 1999], a major characteristic of MDH functions is that they allow
(de/re)-composing computations in multiple dimensions (e.g., in Figure 1, in both the concatenation
dimension as well as in the point-wise addition dimensions), rather than being limited to a particular
dimension only (e.g., only the concatenation dimension or only point-wise addition dimension,
respectively). We will see later in this paper that a multi-dimensional (de/re)-composition approach
is essential to e�ciently exploit the hardware of modern architectures which require �ne-grained
cache blocking and parallelization strategies to achieve their full performance potential.
Figure 9 illustrates the MDH property informally on a simple, two-dimensional input MDA.

In the left part of the �gure, we split the input MDA in dimension 1 (i.e., horizontally) into two
parts a1 and a2, apply the MDH function h independently to each part, and combine the obtained
intermediate results to the �nal result using the MDH function h’s combine operator �1. Similarly,
in the right part of Figure 9, we split the input MDA in dimension 2 (i.e., vertically) into parts and
combine the results via MDH function h’s second combine operator �2.
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Fig. 9. MDH property illustrated on a two-dimensional example computation

Figure 10 shows an arti�cial example in which we apply theMDH property (illustrated in Figure 9)
recursively. We refer in Figure 10 to the part above the horizontal dashed lines as de-composition
phase and to the part below dashed lines as re-composition phase.

De�nition 3 (Multi-Dimensional Homomorphism). Let T INP,T OUT ∈ TYPE be two arbitrary scalar
types, D ∈ N a natural number, and

1⇒MDA
MDA, . . . ,

D⇒MDA
MDA ∶ MDA-IDX-SETs → MDA-IDX-SETs functions

on MDA index sets. Let further ++d ∶= ++<T
INP �D �d> ∈ CO<id �T

INP �D �d> denote concatenation (De�ni-
tion 1) in dimension d ∈ [1,D]N on D-dimensional MDAs that have scalar type T INP.

A function

h<I1, ..., ID∈MDA-IDX-SETs> ∶ T INP[ I1 , . . . , ID ] → T OUT[ 1⇒MDA
MDA(I1) , . . . ,

D⇒MDA
MDA(ID) ]

is a Multi-Dimensional Homomorphism (MDH) that has input scalar type T INP, output scalar type
T OUT, dimensionality D, and index set functions

1⇒MDA
MDA, . . . ,

D⇒MDA
MDA, i� for each d ∈ [1,D]N, there exists

a combine operator �d ∈ CO<
d⇒MDA

MDA �T
OUT �D �d> (De�nition 2), such that for any concatenated input

MDA a1++d a2 in dimension d , the homomorphic property is satis�ed:
h( a1++d a2 ) = h(a1) �d h(a2)

We denote the type of MDHs concisely as MDH<T
INP,T OUT �D � ( d⇒MDA

MDA)d∈[1,D]N>.
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That was a very quick,  
informal dive!

https://arxiv.org/abs/2405.05118


MDH: Experimental Results
MDH is experimentally evaluated in terms of Performance & Portability & Productivity:
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Competitors:

1. Scheduling Approach: 

- Apache TVM [1] (GPU & CPU)


2. Polyhedral Compilers: 

- PPCG [2] (GPU)

- Pluto [3] (CPU)


3. Functional Approach: 

- Lift [4] (GPU & CPU)


4. Domain-Specific Libraries:

- NVIDIA cuBLAS & cuDNN (GPU) 

- Intel oneMKL & oneDNN (CPU)


Case Studies:

1. Linear Algebra Routines: 

- Matrix Multiplication (MatMul)

- Matrix-Vector Multiplication (MatVec)


2. Stencil Computations: 

- Jacobi Computation (Jacobi1D)

- Gaussian Convolution (Conv2D)


3. Quantum Chemistry: 

- Coupled Cluster (CCSD(T))


4. Data Mining:

- Probabilistic Record Linkage (PRL)


5. Deep Learning:

- Multi-Channel Convolution (MCC)

- Capsule-Style Convolution (MCC_Capsule)

[1] Chen et al., “TVM: An Automated End-to-End Optimizing Compiler for Deep 
Learning”, OSDI’18


[2] Verdoolaege et al., “Polyhedral Parallel Code Generation for CUDA”, TACO’13


[3] Bondhugula et al., “PLuTo: A Practical and Fully Automatic Polyhedral 
Program Optimization System”, PLDI’08


[4] Steuwer et al., “Generating Performance Portable Code using Rewrite Rules”, 
ICFP’15



MDH speedup over 
• TVM:           0.88x - 2.22x 
• PPCG:          2.58x - 13.76x 
• (cuBLAS/cuDNN: 0.91x - 2.67x)

MDH: Experimental Results
Performance Evaluation: (via runtime comparison)
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Highlights only

Significantly higher speedups for other case studies,  
e.g., >170x over TVM on GPU already for straightforward dot products

Case Study “Deep Learning” for which most competitors are highly optimized (most challenging for us!)

MDH speedup over 
• TVM:            1.05 - 3.01x 
• Pluto:          6.29x - 364.43x 
• (oneMKL/oneDNN: 0.39x - 9.01x)
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Deep 
Learning

NVIDIA Ampere GPU
ResNet-50 VGG-16 MobileNet

Training Inference Training Inference Training Inference
MCC MatMul MCC MatMul MCC MatMul MCC MatMul MCC MCC

TVM+Ansor 1.00 1.26 1.05 2.22 0.93 1.42 0.88 1.14 0.94 1.00

PPCG 3456.16 8.26 - 7.89 1661.14 7.06 5.77 5.08 2254.67 7.55

PPCG+ATF 3.28 2.58 13.76 5.44 4.26 3.92 9.46 3.73 3.31 10.71

cuDNN 0.92 - 1.85 - 1.22 - 1.94 - 1.81 2.14

cuBLAS - 1.58 - 2.67 - 0.93 - 1.04 - -

cuBLASEx - 1.47 - 2.56 - 0.92 - 1.02 - -

cuBLASLt - 1.26 - 1.22 - 0.91 - 1.01 - -

Deep 
Learning

NVIDIA Volta GPU
ResNet-50 VGG-16 MobileNet

Training Inference Training Inference Training Inference
MCC MatMul MCC MatMul MCC MatMul MCC MatMul MCC MCC

TVM+Ansor 0.75 1.21 0.72 1.79 1.00 1.11 1.06 1.00 1.00 1.00

PPCG 1976.38 5.88 - 5.64 994.16 3.41 8.21 2.51 1411.92 7.26

PPCG+ATF 3.43 3.54 3.42 4.93 3.85 3.15 8.13 2.05 3.49 3.56

cuDNN 1.21 - 1.29 - 2.80 - 3.50 - 2.32 3.14

cuBLAS - 1.33 - 1.14 - 1.09 - 1.04 - -

cuBLASEx - 1.21 - 1.07 - 1.04 - 1.03 - -

cuBLASLt - 1.00 - 1.07 - 1.04 - 1.02 - -

Deep Learning 
(Capsule)

NVIDIA Ampere GPU
ResNet-50 VGG-16 MobileNet

Training Inference Training Inference Training Inference
MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule

TVM+Ansor 0.96 1.00 0.79 1.02 0.88 0.99

PPCG 4642.24 - 1013.55 - 4017.74 -

PPCG+ATF 25.98 85.33 4.41 13.64 8.89 22.12

cuDNN - - - - - -

Deep Learning 
(Capsule)

NVIDIA Volta GPU
ResNet-50 VGG-16 MobileNet

Training Inference Training Inference Training Inference
MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule

TVM+Ansor 0.95 1.01 1.05 0.97 1.04 0.87

PPCG 2935.40 - 945.16 - 2885.90 -

PPCG+ATF 19.24 19.68 8.28 12.29 8.84 6.41

cuDNN - - - - - -

Fig. 27. Speedup (higher is be�er) of our approach for the most time-intensive computations used in deep
learning neural networks ResNet-50, VGG-16, and MobileNet on GPUs over: i) scheduling approach TVM,
ii) polyhedral compilers PPCG (GPU), as well as iii) hand-optimized libraries provided by vendors. Dash
symbol "-" means this framework does not support this combination of architecture, computation, and data
characteristic.

Proc. ACM Program. Lang., Vol. 1, No. CONF, Article 1. Publication date: January 2018.
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Deep 
Learning

Intel Broadwell CPU
ResNet-50 VGG-16 MobileNet

Training Inference Training Inference Training Inference
MCC MatMul MCC MatMul MCC MatMul MCC MatMul MCC MCC

TVM+Ansor 1.53 1.60 1.29 1.53 1.32 1.00 1.27 1.02 2.42 1.92

Pluto 4349.20 40.41 137.21 15.96 1865.07 53.57 113.40 24.10 2255.00 53.85

Pluto+ATF 6.43 8.93 61.60 6.91 5.07 4.38 42.63 4.45 6.43 29.18

oneDNN 1.30 - 1.81 - 2.94 - 2.85 - 1.83 4.47

oneMKL - 1.45 - 1.36 - 1.35 - 0.50 - -

oneMKL(JIT) - 19.78 - 9.77 - 50.58 - 10.70 - -

Deep 
Learning

Intel Skylake CPU
ResNet-50 VGG-16 MobileNet

Training Inference Training Inference Training Inference
MCC MatMul MCC MatMul MCC MatMul MCC MatMul MCC MCC

TVM+Ansor 1.53 1.05 1.14 1.20 1.97 1.14 2.38 1.27 3.01 1.40

Pluto 355.81 49.57 364.43 13.93 130.80 93.21 186.25 36.30 152.14 75.37

Pluto+ATF 13.08 19.70 170.69 6.57 3.11 6.29 53.61 8.29 3.50 25.41

oneDNN 0.39 - 5.07 - 1.22 - 9.01 - 1.05 4.20

oneMKL - 0.44 - 1.09 - 0.88 - 0.53 - -

oneMKL(JIT) - 6.43 - 8.33 - 27.09 - 9.78 - -

Deep Learning 
(Capsule)

Intel Broadwell CPU
ResNet-50 VGG-16 MobileNet

Training Inference Training Inference Training Inference
MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule

TVM+Ansor 2.61 1.30 3.55 1.00 1.32 2.24

Pluto - - - - - -

Pluto+ATF 4418.82 56.17 75.77 2173.72 202.34 158.52

oneDNN - - - - - -

Deep Learning 
(Capsule)

Intel Skylake CPU
ResNet-50 VGG-16 MobileNet

Training Inference Training Inference Training Inference
MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule MCC_Capsule

TVM+Ansor 0.94 1.14 3.50 1.18 2.94 1.59

Pluto 209.36 265.77 - 166.45 160.49 159.34

Pluto+ATF 14.33 265.77 3.33 60.66 4.40 57.21

oneDNN - - - - - -

Fig. 28. Speedup (higher is be�er) of our approach for the most time-intensive computations used in deep
learning neural networks ResNet-50, VGG-16, and MobileNet on CPUs over: i) scheduling approach TVM,
ii) polyhedral compilers Pluto (CPU), as well as iii) hand-optimized libraries provided by vendors. Dash
symbol "-" means this framework does not support this combination of architecture, computation, and data
characteristic.

Proc. ACM Program. Lang., Vol. 1, No. CONF, Article 1. Publication date: January 2018.

NVCC vs NVRTC

Portability & Productivity  
evaluated in the paper 



We rely on a structured code generation process, 
based on IRs and IR-Transformations
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MDH: Code Generation

HL-IR LL-IR CL-IR OpenMP

OpenCL

CUDA

High-Level IR 
• Expresses a wide range of 

data-parallel computations 
• Agnostic from hardware and 

optimization details 
• Captures high-level information 

relevant for generating high 
performing code

Low-Level IR 
• Expresses (de/re)-compositions 

of data-parallel computations 
• Data Movement & 

Parallelization Optimizations  
by assigning (de/re)-composed 
computations to memory and 
core hierarchy of target 
architecture 

Code-Level IR 
• Represents imperative-style 

program code for data-parallel 
computations 

• Code-level optimizations 
simple to express →                
CL-IR specifically limited and 
tailored to expressing data-
parallel computations

HL → LL LL → CL

Based on  
Auto-Tuning

Switch:  
Functional → Imperative 

CL → CL

…

Straightforward 
(no optimizations required)

User

High-Level  
DSL

(Sec. 4.1) (Sec. 4.2) (Sec. 4.3)

(Sec. 5.1) (Sec. 5.2)

(Sec. 5.3)(Sec. 3)

(Sec. 5.4)

CL → {…}

…

WIP



We rely on a structured code generation process, 
based on IRs and IR-Transformations
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MDH: Code Generation

HL-IR LL-IR CL-IR OpenMP

OpenCL

CUDA

High-Level IR 
• Expresses a wide range of 

data-parallel computations 
• Agnostic from hardware and 

optimization details 
• Captures high-level information 

relevant for generating high 
performing code

Low-Level IR 
• Expresses (de/re)-compositions 

of data-parallel computations 
• Data Movement & 

Parallelization Optimizations  
by assigning (de/re)-composed 
computations to memory and 
core hierarchy of target 
architecture 

Code-Level IR 
• Represents imperative-style 

program code for data-parallel 
computations 

• Code-level optimizations 
simple to express →                
CL-IR specifically limited and 
tailored to expressing data-
parallel computations

HL → LL LL → CL

Based on  
Auto-Tuning

Switch:  
Functional → Imperative 

CL → CL

…

Straightforward 
(no optimizations required)

User

High-Level  
DSL

(Sec. 4.1) (Sec. 4.2) (Sec. 4.3)

(Sec. 5.1) (Sec. 5.2)

(Sec. 5.3)(Sec. 3)

(Sec. 5.4)

CL → {…}

…

Focus Today

WIP
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MatVec

in MDH Formalism

MDH: High-Level Representation
We provide a Python interface for MDH’s high-level program representation:

The MDH-Python-Interface is designed  
to be very close to MDH’s formal representation 

<latexit sha1_base64="V+ouOnk9c+5GsvhGXvgvOvayikM="></latexit>

MatVec<T∈TYPE � I,K∈N> ∶= out view<T>( w:(i,k)�(i) ) ○
md hom<I,K>( *, (++,+) ) ○

inp view<T,T>( M:(i,k)�(i,k) , v:(i,k)�(k) )

def matvec( T: BasicType, I: int, K: int ):

    @mdh()
    def mdh_matvec():
       return (
            out_view[T]( w = [lambda i,k: (i)] ),
              md_hom[I,K]( mul, ( cc, pw(scalar_plus) ) ),
                inp_view[T,T]( M = [lambda i,k: (i,k)] ,
                               v = [lambda i,k: (k)  ] )
        )

Quick  
Dive



def matvec( T: BasicType, I: int, K: int ):

    @mdh()
    def mdh_matvec():
        @scalar_function()
        def mul( out: Scalar[T], inp: Scalar[T,T] ):
            out['w'] = inp['M'] * inp['v']

       return (
            out_view[T]( w = [lambda i,k: (i)] ),
              md_hom[I,K]( mul, ( cc, pw(scalar_plus) ) ),
                inp_view[T,T]( M = [lambda i,k: (i,k)] ,
                               v = [lambda i,k: (k)  ] )
        )
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MatVec

in MDH Formalism

MDH: High-Level Representation

<latexit sha1_base64="V+ouOnk9c+5GsvhGXvgvOvayikM="></latexit>

MatVec<T∈TYPE � I,K∈N> ∶= out view<T>( w:(i,k)�(i) ) ○
md hom<I,K>( *, (++,+) ) ○

inp view<T,T>( M:(i,k)�(i,k) , v:(i,k)�(k) )

We allow custom scalar functions

Quick  
Dive

We provide a Python interface for MDH’s high-level program representation:



def matvec( T: BasicType, I: int, K: int ):

    @mdh()
    def mdh_matvec():

        @pw_custom_func()
        def scalar_plus( res: Scalar[T],         
                         lhs: Scalar[T], rhs: Scalar[T] ):
            res['w'] = lhs['w'] + rhs['w']

        return (
            out_view[T]( w = [lambda i,k: (i)] ),
              md_hom[I,K]( mul, ( cc, pw(scalar_plus) ) ),
                inp_view[T,T]( M = [lambda i,k: (i,k)] ,

19

MatVec

in MDH Formalism

MDH: High-Level Representation

<latexit sha1_base64="V+ouOnk9c+5GsvhGXvgvOvayikM="></latexit>

MatVec<T∈TYPE � I,K∈N> ∶= out view<T>( w:(i,k)�(i) ) ○
md hom<I,K>( *, (++,+) ) ○

inp view<T,T>( M:(i,k)�(i,k) , v:(i,k)�(k) )

We allow custom point-wise operators

Quick  
Dive

We provide a Python interface for MDH’s high-level program representation:



def matvec( T: BasicType, I: int, K: int ):

    @mdh()
    def mdh_matvec():

        def cc(T: BasicType, D: int, d: int):
            @combine_operator(
                index_set_function = lambda I: I,
                scalar_type = T,
                dimensionality = D,
                operating_dimension = d
            )
            def cc__T_D_d( I, P,Q ):
                def cc__T_D_d__I_PQ( res, lhs,rhs ):
                    for i[1, ..., d - 1] in I[1, ..., d - 1]:
                        for i[d + 1, ..., D] in I[d + 1, ..., D]:
                            for i[d] in P:
                                res[i[1, ..., d, ..., D]] = lhs[i[1, ..., d, ..., D]]
                            for i[d] in Q:
                                res[i[1, ..., d, ..., D]] = rhs[i[1, ..., d, ..., D]]
                return cc__T_D_d__I_PQ
            return cc__T_D_d

        return (
            out_view[T]( w = [lambda i,k: (i)] ),
              md_hom[I,K]( mul, ( cc, pw(scalar_plus) ) ),
                inp_view[T,T]( M = [lambda i,k: (i,k)] ,
                               v = [lambda i,k: (k)  ] )
        )
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MatVec

in MDH Formalism

MDH: High-Level Representation

<latexit sha1_base64="V+ouOnk9c+5GsvhGXvgvOvayikM="></latexit>

MatVec<T∈TYPE � I,K∈N> ∶= out view<T>( w:(i,k)�(i) ) ○
md hom<I,K>( *, (++,+) ) ○

inp view<T,T>( M:(i,k)�(i,k) , v:(i,k)�(k) )

We allow custom combine operators

Quick  
Dive

We provide a Python interface for MDH’s high-level program representation:



def matvec(T: BasicType, I: int, K: int):

    @mdh( out( w = Buffer[T]                ) ,
          inp( M = Buffer[T], v = Buffer[T] ) ,
          combine_ops( cc, pw(scalar-plus) )  )
    def mdh_matvec( w, M,v ):
        for i in range(I):
            for k in range(K):
                w[i] = M[i, k] * v[k]
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MatVec

in MDH Formalism

MDH: High-Level Representation

<latexit sha1_base64="V+ouOnk9c+5GsvhGXvgvOvayikM="></latexit>

MatVec<T∈TYPE � I,K∈N> ∶= out view<T>( w:(i,k)�(i) ) ○
md hom<I,K>( *, (++,+) ) ○

inp view<T,T>( M:(i,k)�(i,k) , v:(i,k)�(k) )

MDH also takes as input  
straightforward sequential Python code 

(instead of DSL programs)

Quick  
Dive

We provide a Python interface for MDH’s high-level program representation:
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MatVec

in MDH Formalism

MDH: High-Level Representation

MLIR interface  
for MDH

We offer an MLIR interface for MDH’s 
high-level program representation:

Quick  
Dive

<latexit sha1_base64="/nXBVge0yXBbN47NSIDDOuuDogM="></latexit>

out view<f32>( w:(i,k)�(i) )
md hom<128,64>( *, (++,+) )

inp view<f32,f32>( M:(i,k)�(i,k) , v:(i,k)�(k) )

func.func @main()  
{ 
  %M = memref.alloc() : memref<128x64xf32> 
  %v = memref.alloc() : memref<64xf32> 

  %w = mdh.compute "mdh_matvec"  
  { 
    inp_view =  
    [  
      [ affine_map<( i,k ) -> ( i,k )> ], 
      [ affine_map<( i,k ) -> ( k )  > ] 
    ], 
     
    md_hom =  
    { 
      scalar_func = @mul, 
      combine_ops = [ "cc", ["pw",@add] ] 
    }, 
     
    out_view =  
    [  
      [ affine_map<( i,k ) -> ( i )> ] 
    ] 
  }  
  { 
    inp_types = [ f32, f32 ], 
    mda_size  = [ 128,64 ], 
    out_types = [ f32 ] 
  }( %M,%v ):( memref<128x64xf32>,memref<64xf32> )  
               -> memref<128xf32> 

  return 
}
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MDH: High-Level Representation

Our MLIR interface allows  
easy integration of MDH into DL Frameworks

Implemented by  
Jens & Lars Hunloh 

StableHLO Linalg

 …

WIP

Named OPs1 
(matmul, conv, etc)

1We consider the MDH abstraction level to be between Linalg’s Named OPs and Linalg generic.
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#map1 = affine_map<(d0, d1) -> (d0, d1)> 
#map2 = affine_map<(d0, d1) -> (d1)    > 
#map3 = affine_map<(d0, d1) -> (d0)    > 
module { 
  func.func @main() { 
    %M = memref.alloc() : memref<128x64xf32> 
    %v = memref.alloc() : memref<64xf32> 
    %w = memref.alloc() : memref<128xf32> 
    linalg.generic  
    { 
      indexing_maps = [#map1, #map2, #map3],  
      iterator_types = ["parallel", "reduction"] 
    } ins(%M,%v:memref<128x64xf32>,memref<64xf32>)  
      outs(%w:memref<128xf32>) { 
    ^bb0(%in_1: f32, %in_2: f32, %out: f32): 
      %0 = arith.mulf %in_1, %in_2 : f32 
      %1 = arith.addf %out, %0 : f32 
      linalg.yield %1 : f32 
    } 
    return 
  } 
}

Quick reminder “Linalg”, 
before comparison  
“Linalg vs. MDH"

Linalg expressing MatVec

Quick Reminder: MLIR Linalg Dialect

MDH: Comaprison to MLIR Linalg
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#map1 = affine_map<(d0, d1) -> (d0, d1)> 
#map2 = affine_map<(d0, d1) -> (d1)    > 
#map3 = affine_map<(d0, d1) -> (d0)    > 
module { 
  func.func @main() { 
    %M = memref.alloc() : memref<128x64xf32> 
    %v = memref.alloc() : memref<64xf32> 
    %w = memref.alloc() : memref<128xf32> 
    linalg.generic  
    { 
      indexing_maps = [#map1, #map2, #map3],  
      iterator_types = ["parallel", "reduction"] 
    } ins(%M,%v:memref<128x64xf32>,memref<64xf32>)  
      outs(%w:memref<128xf32>) { 
    ^bb0(%in_1: f32, %in_2: f32, %out: f32): 
      %0 = arith.mulf %in_1, %in_2 : f32 
      %1 = arith.addf %out, %0 : f32 
      linalg.yield %1 : f32 
    } 
    return 
  } 
}

Accesses to  
Input/Output Data

Quick Reminder: Linalg

Linalg expressing MatVec

Quick Reminder: MLIR Linalg Dialect
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#map1 = affine_map<(d0, d1) -> (d0, d1)> 
#map2 = affine_map<(d0, d1) -> (d1)    > 
#map3 = affine_map<(d0, d1) -> (d0)    > 
module { 
  func.func @main() { 
    %M = memref.alloc() : memref<128x64xf32> 
    %v = memref.alloc() : memref<64xf32> 
    %w = memref.alloc() : memref<128xf32> 
    linalg.generic  
    { 
      indexing_maps = [#map1, #map2, #map3],  
      iterator_types = ["parallel", "reduction"] 
    } ins(%M,%v:memref<128x64xf32>,memref<64xf32>)  
      outs(%w:memref<128xf32>) { 
    ^bb0(%in_1: f32, %in_2: f32, %out: f32): 
      %0 = arith.mulf %in_1, %in_2 : f32 
      %1 = arith.addf %out, %0 : f32 
      linalg.yield %1 : f32 
    } 
    return 
  } 
}

Iteration Space 
Specification

Quick Reminder: Linalg

Linalg expressing MatVec

Quick Reminder: MLIR Linalg Dialect
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#map1 = affine_map<(d0, d1) -> (d0, d1)> 
#map2 = affine_map<(d0, d1) -> (d1)    > 
#map3 = affine_map<(d0, d1) -> (d0)    > 
module { 
  func.func @main() { 
    %M = memref.alloc() : memref<128x64xf32> 
    %v = memref.alloc() : memref<64xf32> 
    %w = memref.alloc() : memref<128xf32> 
    linalg.generic  
    { 
      indexing_maps = [#map1, #map2, #map3],  
      iterator_types = ["parallel", "reduction"] 
    } ins(%M,%v:memref<128x64xf32>,memref<64xf32>)  
      outs(%w:memref<128xf32>) { 
    ^bb0(%in_1: f32, %in_2: f32, %out: f32): 
      %0 = arith.mulf %in_1, %in_2 : f32 
      %1 = arith.addf %out, %0 : f32 
      linalg.yield %1 : f32 
    } 
    return 
  } 
}

MatVec Computation 
(mul and add)

Quick Reminder: Linalg

Linalg expressing MatVec

Quick Reminder: MLIR Linalg Dialect
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#map1 = affine_map<(d0, d1) -> (d0, d1)> 
#map2 = affine_map<(d0, d1) -> (d1)    > 
#map3 = affine_map<(d0, d1) -> (d0)    > 
module { 
  func.func @main() { 
    %M = memref.alloc() : memref<128x64xf32> 
    %v = memref.alloc() : memref<64xf32> 
    %w = memref.alloc() : memref<128xf32> 
    linalg.generic  
    { 
      indexing_maps = [#map1, #map2, #map3],  
      iterator_types = ["parallel", "reduction"] 
    } ins(%M,%v:memref<128x64xf32>,memref<64xf32>)  
      outs(%w:memref<128xf32>) { 
    ^bb0(%in_1: f32, %in_2: f32, %out: f32): 
      %0 = arith.mulf %in_1, %in_2 : f32 
      %1 = arith.addf %out, %0 : f32 
      linalg.yield %1 : f32 
    } 
    return 
  } 
}

Comparison: Linalg vs MDH
func.func @main()  
{ 
  %M = memref.alloc() : memref<128x64xf32> 
  %v = memref.alloc() : memref<64xf32> 

  %w = mdh.compute "mdh_matvec"  
  { 
    inp_view =  
    [  
      [ affine_map<( i,k ) -> ( i,k )> ], 
      [ affine_map<( i,k ) -> ( k )  > ] 
    ], 
     
    md_hom =  
    { 
      scalar_func = @mul, 
      combine_ops = [ "cc", ["pw",@add] ] 
    }, 
     
    out_view =  
    [  
      [ affine_map<( i,k ) -> ( i )> ] 
    ] 
  }  
  { 
    inp_types = [ f32, f32 ], 
    mda_size  = [ 128,64 ], 
    out_types = [ f32 ] 
  }( %M,%v ):( memref<128x64xf32>,memref<64xf32> )  
               -> memref<128xf32> 

  return 
}
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Significant design difference:
MDH separates & explicitly captures the  

scalar operation (e.g., mul) and operations for 
combining intermediate results (e.g., add)

#map1 = affine_map<(d0, d1) -> (d0, d1)> 
#map2 = affine_map<(d0, d1) -> (d1)    > 
#map3 = affine_map<(d0, d1) -> (d0)    > 
module { 
  func.func @main() { 
    %M = memref.alloc() : memref<128x64xf32> 
    %v = memref.alloc() : memref<64xf32> 
    %w = memref.alloc() : memref<128xf32> 
    linalg.generic  
    { 
      indexing_maps = [#map1, #map2, #map3],  
      iterator_types = ["parallel", "reduction"] 
    } ins(%M,%v:memref<128x64xf32>,memref<64xf32>)  
      outs(%w:memref<128xf32>) { 
    ^bb0(%in_1: f32, %in_2: f32, %out: f32): 
      %0 = arith.mulf %in_1, %in_2 : f32 
      %1 = arith.addf %out, %0 : f32 
      linalg.yield %1 : f32 
    } 
    return 
  } 
}

Note: MatVec is a simple example!

Comparison: Linalg vs MDH
func.func @main()  
{ 
  %M = memref.alloc() : memref<128x64xf32> 
  %v = memref.alloc() : memref<64xf32> 

  %w = mdh.compute "mdh_matvec"  
  { 
    inp_view =  
    [  
      [ affine_map<( i,k ) -> ( i,k )> ], 
      [ affine_map<( i,k ) -> ( k )  > ] 
    ], 
     
    md_hom =  
    { 
      scalar_func = @mul, 
      combine_ops = [ "cc", ["pw",@add] ] 
    }, 
     
    out_view =  
    [  
      [ affine_map<( i,k ) -> ( i )> ] 
    ] 
  }  
  { 
    inp_types = [ f32, f32 ], 
    mda_size  = [ 128,64 ], 
    out_types = [ f32 ] 
  }( %M,%v ):( memref<128x64xf32>,memref<64xf32> )  
               -> memref<128xf32> 

  return 
}
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Advantages we see in MDH Design:

1. Performance: parallelizing & optimizing also reduction-based (sub-)computations 
within the target computation

Linalg struggles with parallelizing and optimizing
reduction-heavy computations

<latexit sha1_base64="zYLgGS0gEoaeCLGC2I9tpgLjvyY="></latexit>

MatVec7! <latexit sha1_base64="2WSNFDxaM3R8gUHqkOw7KOpGGzU="></latexit>=
<latexit sha1_base64="XzLW6R62hTJj+iiBEzjxrwv9P14="></latexit>,

<latexit sha1_base64="2WSNFDxaM3R8gUHqkOw7KOpGGzU="></latexit>=

<latexit sha1_base64="5FlUMSXY6JY53HRdQqBsfl7uebU="></latexit>0

B@
M1,1 . . . M1,K
...

. . .
...

MI,1 . . . MI,K

1

CA

<latexit sha1_base64="heEZ8eD4lc0534olIhuH+z9fLvo="></latexit>0

B@
v1
...
vK

1

CA

<latexit sha1_base64="MkLeT6jjph8v5LUDfSZ//dAi/fk="></latexit>

f(M1,1, v1) . . . f(M1,K , vK)
...

. . .
...

f(MI,1, v1) . . . f(MI,K , vK)

<latexit sha1_base64="HWlgEDIK3fR0Jadz57qCX6RYiDw="></latexit>0

B@
M1,1 ⇤ v1 + . . .+M1,K ⇤ vK

...
MI,1 ⇤ v1 + . . .+MI,K ⇤ vK

1

CA

<latexit sha1_base64="YOUBwW+5skb2972+Japqkt1QhDA="></latexit>0

B@
w1
...
wI

1

CA
<latexit sha1_base64="jz9x21YfyjEBeEZywQkUyEORjrA="></latexit>�1

<latexit sha1_base64="VzxQzAKQ2IKl7FQ0NGjJy3HMbLE="></latexit>�2
<latexit sha1_base64="HWlgEDIK3fR0Jadz57qCX6RYiDw="></latexit>0

B@
M1,1 ⇤ v1 + . . .+M1,K ⇤ vK

...
MI,1 ⇤ v1 + . . .+MI,K ⇤ vK

1

CA

Matrix-Vector Multiplication

MDH can parallelize & optimize also 2nd dimension (⊛2)

Comparison: Linalg vs MDH
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Advantages we see in MDH Design:

2. Naturality: i) avoiding unnecessary memory accesses (e.g., Linalg requires 
0-initialized output vector for MatVec) and ii) not requiring existence of neutral 
elements for combine ops 

Linalg cannot express w=M*v, 
instead of w+=M*v?

// ... 
module { 
  func.func @main() { 
    %M = memref.alloc() : memref<128x64xf32> 
    %v = memref.alloc() : memref<64xf32> 
    %w = memref.alloc() : memref<128xf32> 
    linalg.generic  
    { /* ... */ } 
      ins(%M,%v:memref<128x64xf32>,memref<64xf32>)  
      outs(%w:memref<128xf32>)  
    { /* ... */ } 
    return 
  } 
}

Needs existence and initialization with  
neutral element of combine ops

Comparison: Linalg vs MDH



31

Advantages we see in MDH Design:

3. Expressivity: expressing also more advanced computations (whose 
reduction dimensions rely on different kinds of operators)

Linalg cannot express computations relying 
on different kinds of combine operators

#parallel for reduce ⊕1 
for( … ) { 
  #parallel for reduce ⊕2 
  for( … ) {       
    // … 
    out_2 ⊕2= foo(…) 
  } 
  out_1 ⊕1= out_2; 
}

Intermediate results of  
loops are combined using  

different combine operators  
(e.g., MBBS example [3])

Comparison: Linalg vs MDH

Farzan, Nicolet,“Modular Divide-and-Conquer Parallelization 
of Nested Loops”, PLDI19
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Advantages we see in MDH Design:

4. Code Generation: MDH is more than a representation →  the major part of 
MDH is about describing how optimized code is generated from its HL 
representation

Linalg leaves open the (non-trivial) challenge 
of code generation (for GPU, CPU, …)

Comparison: Linalg vs MDH

HL-IR LL-IR CL-IR OpenMP

OpenCL

CUDA

High-Level IR 
• Expresses a wide range of 

data-parallel computations 
• Agnostic from hardware and 

optimization details 
• Captures high-level information 

relevant for generating high 
performing code

Low-Level IR 
• Expresses (de/re)-compositions 

of data-parallel computations 
• Data Movement & 

Parallelization Optimizations  
by assigning (de/re)-composed 
computations to memory and 
core hierarchy of target 
architecture 

Code-Level IR 
• Represents imperative-style 

program code for data-parallel 
computations 

• Code-level optimizations 
simple to express →                
CL-IR specifically limited and 
tailored to expressing data-
parallel computations

HL → LL LL → CL

Based on  
Auto-Tuning

Switch:  
Functional → Imperative 

CL → CL

…

Straightforward 
(no optimizations required)

User

High-Level  
DSL

(Sec. 4.1) (Sec. 4.2) (Sec. 4.3)

(Sec. 5.1) (Sec. 5.2)

(Sec. 5.3)(Sec. 3)

(Sec. 5.4)

CL → {…}
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Advantages we see in MDH Design:

5. Formalized: MDH is fully formalized (including its optimization space and 
lowering process)

Linalg is not formalized 

Comparison: Linalg vs MDH

Formally based  
error checking and  

precise error messages

Guaranteeing  
structured & correct  

code generation 

ML-Based search space 
exploration, based on 

formalism

…

Advantages of Formalism:



[1] “(De/Re)-Composition of Data-Parallel Computations 
via Multi Dimensional Homomorphisms”, [TOPLAS 2024]
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Comparison: Linalg vs MDH
Further Observation: iteration space sizes not requested in Linalg → convenient, but narrowed

Exploiting MDH design for code generation is complex, 
but elaborated and (formally) explained in [1]

vs.

… 
module { 
  func.func @main() { 
    … 
    linalg.generic  
    {…}  
      ins(%M,%v:memref<128x64xf32>,memref<64xf32>)  
      outs(%w:memref<128xf32>) { 
    ^bb0(…): 
      … 
    } 
    return 
  } 
}

func.func @main()  
{ 
  … 
  %w = mdh.compute "mdh_matvec"  
  { 
    inp_view = …  
    md_hom   = …    
    out_view = … 
 }  
  { 
    inp_types = [ f32, f32 ], 
    mda_size  = [ 128,64 ], 
    out_types = [ f32 ] 
  }( %M,%v ):( memref<128x64xf32>,memref<64xf32> )  
               -> memref<128xf32> 
  … 
}

Final Remark about “Linalg vs. MDH”:

Non top-level reductions in compute statements

Suggested Topics

Topic Replies Views Activity

Pass_fds not supported on Windows 0 341 Feb '24

What does “op”: “null”, “name”: “p0” mean in graph.json 1 260 Dec '24

OPEN CL Zero copy with UserData 6 839 Mar '24

microTVM mlperf tiny input data 1 115 5d

[install] unexpected blocking when install tvm with pip install apache-tvm 0 100 Dec '24

Want to read more? Browse other topics in  or view latest topics.

Copyright ©
2020 The
Apache
Software
Foundation.

ASF

Apache Homepage

License

Sponsorship

Security

Thanks

Current Event

Questions

dsr91 Feb '20

[RFC][Tensorize] Add "reduce_last" property for TensorIntrin to support activation fusion

created

Feb '20

last reply

Feb '20
1

reply
1.4k
views

2
users

5
likes

2
links

Hi all, I have a question concerning the definition of tvm.compute() statements. Can anyone elaborate,
why reductions are only allowed at top level of compute?

Simple example:

C = tvm.compute([N,M], lambda i,j: tvm.max(tvm.sum(A[i,k] * B[k, j], axis=k),0), name=‘C’)

This results in the following error:

tvm.ffi.base.TVMError: [09:05:34] […]/tvm/src/op/compute_op.cc:535: Check failed: 0 == level
Reductions are only allowed at the top level of compute. Please create another tensor for further
composition.

While the option to compose the operation by using a second tensor is available, it is not possible
tensorize such a composed workload ( [Tensorize] how to use tensorize for composition op  ).
Adding information about these limitations to the documentation would be very useful.
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1

2

tqchen Feb '20

This is a restriction in the current tensor expression language, because reduction is quite complicated to
be processed in nested form.

There are ongoing effort to enhance low-level IR passes to enable more powerful tensorization, which
hopefully will resolve the issue you raised.

4

Hello! Looks like you’re enjoying the discussion, but you haven’t signed
up for an account yet.

When you create an account, we remember exactly what you’ve read, so you always come
right back where you left off. You also get notifications, here and via email, whenever
someone replies to you. And you can like posts to share the love. 

Sign Up Remind me tomorrow no thanks
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Questions

Questions

Questions

Questions

Questions

Feb 2020

Feb 2020

1 / 2
Feb 2020

About ASF Sign Up Log In

(also observed in TVM community)

https://discuss.tvm.apache.org/t/non-top-level-reductions-in-compute-statements/5693
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Linalg classification figure (from here):

Comparison: Linalg vs MDH

MDH seems more structured & expressive than Linalg 

“Linalg Dialect Rationale: The Case For Compiler-Friendly Custom Operations”

Summary of Existing Alternatives a Picture 
Lastly, we summarize our observations of lessons from Prior Art―when viewed under the lense of our Core Guiding Principles ― with the following picture.

This figure is not meant to be perfectly accurate but a rough map of how we view the distribution of structural information in existing systems, from a 
codegen-friendly angle. Unsurprisingly, the Linalg Dialect and its future evolutions aspire to a position in the top-right of this map.

MDH
further up-right 

than Linalg,  
but below CFG

https://mlir.llvm.org/docs/Rationale/RationaleLinalgDialect/
https://mlir.llvm.org/docs/Dialects/Linalg/
https://mlir.llvm.org/docs/Rationale/RationaleLinalgDialect/#prior-art
https://mlir.llvm.org/docs/Rationale/RationaleLinalgDialect/#guiding_principles


MDH: Low-Level Representation
Goals:

1. Expressing a hardware- & data-optimized de-composition and re-composition of data-parallel 
computations, based on an Abstract System Model (ASM)


2. Being straightforwardly transformable to executable program code (e.g., in OpenMP, CUDA, 
and OpenCL) — major optimization decisions explicitly expressed in low-level representation
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Assignment of tile 
computations to  
core hierarchy  

of target device

Assignment of tile 
computations to  
memory hierarchy  
of target device
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MDH: Lowering: High Level → Low-Level
Based on (formally defined) performance-critical parameters, for a structured optimization process: 
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We use our Auto-Tuning Framework (ATF) to automatically determine optimized values of parameters1
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No. Name Range Description

0 #PRT MDH-LVL→ N number of parts

D1 �↓-ord MDH-LVL�→ MDH-LVL de-composition order

D2 ↔↓-ass MDH-LVL�→ ASM-LVL ASM assignment (de-composition)

D3 ↓-mem<ib> MDH-LVL→ MR memory regions of input BUFs (ib)

D4 � <ib>
↓-mem MDH-LVL→ [1, . . . ,DIB

ib]S memory layouts of input BUFs (ib)

S1 �f -ord MDH-LVL�→ MDH-LVL scalar function order

S2 ↔f -ass MDH-LVL�→ ASM-LVL ASM assignment (scalar function)

S3 f ↓-mem<ib> MR memory region of input BUF (ib)

S4 � <ib>
f ↓-mem

[1, . . . ,DIB
ib]S memory layout of input BUF (ib)

S5 f ↑-mem<ob> MR memory region of output BUF (ob)

S6 � <ob>
f ↑-mem

[1, . . . ,DOB
ob]S memory layout of output BUF (ob)

R1 �↑-ord MDH-LVL�→ MDH-LVL re-composition order

R2 ↔↑-ass MDH-LVL�→ ASM-LVL ASM assignment (re-composition)

R3 ↑-mem<ob> MDH-LVL→ MR memory regions of output BUFs (ob)

R4 � <ob>
↑-mem MDH-LVL→ [1, . . . ,DOB

ob]S memory layouts of output BUFs (ob)

Table 1. Tuning parameters of our low-level expressions

(dimensionality D, combine operators �1, . . . ,�d , and input/output views) results in an instance
of the expression in Figure 18 that remains generic in tuning parameters only; this auto-tunable
instancewill be the focus of our discussion in the remainder of this section. In Section 4, we show that
we fully automatically compute the auto-tunable low-level expression for a concrete ASM instance
and high-level expression, and we automatically optimize this tunable expression for a particular
target device and characteristics of the input and output data via auto-tuning techniques [Rasch
et al. 2021]. The �nal outcome is a concrete (non-generic) low-level expression (as in Figure 16)
that is auto-tuned for the particular target device (represented via an ASM instance, e.g., ASM
instance ASMCUDA when targeting an NVIDIA Ampere GPU) and high-level MDH expression; from
this auto-tuned low-level expression, we can straightforwardly generate executable program code,
because all the complex optimization decisions have already been made in the previous auto-tuning
step. Our overall approach is illustrated in Figure 4.

Proc. ACM Program. Lang., Vol. 1, No. CONF, Article 1. Publication date: January 2018.

exploiting memory hierarchy 
(data movements)

exploiting core hierarchy  
(parallelization)

…

…

…

…

Our parameters 
unify & generalize & combine 

(and also formalize)  
well-proven optimizations  

(e.g., tiling, data movements, 
and parallelization)

1 We optionally allow (expert) users to incorporate their knowledge into the optimization process via MDH-Based Schedules [CC’23]



MDH: WIP & Future Directions
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High-Level Program Transformations (a.k.a. Fusion)

8.2 targeting multiple data-parallel computations 215

MatMul

Conv

A B

C

I

__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

Figure 52: Extended MDH code generation approach, intended for our fu-
ture work: in contrast to Figure 51, one optimized kernel is gener-
ated for multiple data-parallel computations, allowing applying
optimization across the computations, such as transferring data
between computations through fast memory resources (e.g., ma-
trix C).

Figure 53 briefly recapitulates the internal design of our current
MDH code generation approach introduced in Chapter 4 (using a
notation similar to Figure 21, but simplified for illustration). Corre-
spondingly, Figure 54 illustrates the internal design of our intended
approach.
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Figure 53: Internal design of the original MDH code generation approach
(introduced in Chapter 4): data are transferred between compu-
tations high in the memory hierarchy, through slow memory re-
gions.

[ July 17, 2024 at 18:39 – classicthesis version 4.2 ]

216 enhance code generation

In the current MDH approach (Figure 53), the result of the first
computation (right part of the figure) is fully re-composed to the fi-
nal result (denoted as B1 in the figure) – usually into a slow memory
region that is high up in the memory hierarchy, e.g., device memory
in the case of a CUDA computation. Afterward, the second compu-
tation (left part of the figure) operates on the final result of the first
computation (denoted as C1 in the figure, which is equal to B1) and
de-composes the result (denoted as C2), usually into a fast memory
region (e.g., shared memory in CUDA).
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Figure 54: Internal design of MDH code generation approach, intended for
our future work: data are transferred between computations low
in the memory hierarchy, through fast memory regions.

In our intended approach (Figure 54), instead of fully re-composing
the intermediate results of the first computation into a high memory
region and de-composing the obtained result back down the mem-
ory hierarchy for the second computation (as in Figure 53), our in-
tended approach keeps the intermediate results of the first compu-
tation (a.k.a. tile, see Chapter 4, and denoted as B2 in the figure) in
the low, fast memory region and passes the data in this fast memory
region to the second computation. In contrast to Figure 53, our in-
tended approach in Figure 54 avoids costly write and read accesses
to the slow memory region, thereby achieving higher performance.

We aim to design our intended MDH code generation approach
for both interdependent computations (as in the left part of Figure 55,
a.k.a. vertical fusion [23, 206]) and also computations that are indepen-
dent of each other (right part of Figure 55, a.k.a. horizontal fusion [31]).
Fusion optimization is usually more effective for interdependent com-
putations: for such computations, fusion enables transferring data
through fast memory regions, which is essential for achieving high
performance on state-of-the-art computer systems [206]. In contrast,
the fusion of computations that are independent allows only reduc-
ing the kernel launch overhead (e.g., in CUDA and CUDA-like ap-
proaches), and it often allows better exploiting the hardware, because
a fused kernel executes more operations (e.g., of two, fused data-
parallel computations instead of one data-parallel computation per
kernel only).

[ July 17, 2024 at 18:39 – classicthesis version 4.2 ]

Low-Level Program Transformations (a.k.a. Fusion)

8.2 targeting multiple data-parallel computations 215
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__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
           
        barrier( CLK_LOCAL_MEM_FENCE ); 
      } 
       
      // store WGs' results in global memory 
      if( WI_ID_2 == 0 ) 
        my_res( i_sq ) = res_lcl[ WI_ID_1 ][0]; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
 
    } // end of for-loop j_sq 
  } // end of for-loop i_sq 
} // end of kernel 

Figure 52: Extended MDH code generation approach, intended for our fu-
ture work: in contrast to Figure 51, one optimized kernel is gener-
ated for multiple data-parallel computations, allowing applying
optimization across the computations, such as transferring data
between computations through fast memory resources (e.g., ma-
trix C).

Figure 53 briefly recapitulates the internal design of our current
MDH code generation approach introduced in Chapter 4 (using a
notation similar to Figure 21, but simplified for illustration). Corre-
spondingly, Figure 54 illustrates the internal design of our intended
approach.
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Figure 53: Internal design of the original MDH code generation approach
(introduced in Chapter 4): data are transferred between compu-
tations high in the memory hierarchy, through slow memory re-
gions.
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__kernel void gemv_fst( __global float* in_matrix, 
                        __global float* in_vector, 
                        __global float* out_vector, 
{ 
 
  // private memory for a WI's computation 
  __private float res_prv = 0.0f; 
   
  // local memory for a WG's computation 
  __local   float res_lcl[ NUM_WI_1 ][ NUM_WI_2 ]; 
   
  // iteration over P_sq blocks 
  for( int i_sq = 1 ; i_sq <= NUM_SQ_1 ; ++i_sq ) { 
    for( int j_sq = 1 ; j_sq <= NUM_SQ_2 ; ++j_sq ) { 
      res_prv = 0.0f; 
       
      // sequential computation on a P_wi partition 
      for( int i = 1 ; i <= WI_PART_SIZE_1 ; ++i ) 
        for( int j = 1 ; j <= WI_PART_SIZE_2 ; ++j ) 
        res_prv += my_p_wi( i, j, 0 ) * my_p_wi( i, j, 1 ); 
       
      // store result in local memory 
      res_lcl[ WI_ID_1 ][ WI_ID_2 ] = res_prv; 
       
      barrier( CLK_LOCAL_MEM_FENCE ); 
       
      // combine the WIs' results in dimension x 
      for( int stride = NUM_WI_2 / 2 ; stride > 0 ; stride /= 2) 
      { 
        if( WI_ID_2 < stride) 
          res_lcl[ WI_ID_1 ][ WI_ID_2 ] += res_lcl[ WI_ID_1 ][ WI_ID_2 + stride ]; 
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Figure 52: Extended MDH code generation approach, intended for our fu-
ture work: in contrast to Figure 51, one optimized kernel is gener-
ated for multiple data-parallel computations, allowing applying
optimization across the computations, such as transferring data
between computations through fast memory resources (e.g., ma-
trix C).

Figure 53 briefly recapitulates the internal design of our current
MDH code generation approach introduced in Chapter 4 (using a
notation similar to Figure 21, but simplified for illustration). Corre-
spondingly, Figure 54 illustrates the internal design of our intended
approach.
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Domain-Specific HW
…

Sparse Computations 
…

…(etc)

We expect MDH to be a promising (formal) foundation for these goals,  
e.g., due to its uniform representation and its captured algebraic information 

Many promising future directions (detailed discussion available here):

https://arirasch.net/assets/files/phd_rasch.pdf
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DL Graphs can be uniformly expressed in MDH 
(to benefit from MDH advantages: PPP, Fusing, … )

MDH’s future goals particularly promising for DL:
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• MDH combines three key goals — Performance & Portability & Productivity — as compared 
to related approaches 

• For this, MDH formally introduces program representations on both: 


• high level, for conveniently expressing — in one uniform formalism — the various kinds of 
data-parallel computations, agnostic from hardware and optimization details, while still 
capturing all information relevant for generating high-performance program code


• low level, which allows uniformly reasoning — in the same formalism — about optimized 
(de/re)-compositions of data-parallel computations for the memory and core hierarchies of 
contemporary parallel architectures (GPUs, CPUs, etc)


• MDH lowers instances in its high-level representation to device- and data-optimized instances 
in its low-level representation, in a formally sound manner, by introducing a generic search 
space that is based on performance-critical parameters & auto-tuning


• Our experiments confirm that MDH often achieves higher Performance & Portability & 
Productivity than popular state-of-practice approaches, including hand-optimized libraries 
provided by vendors


• Many promising future directions, particularly for DL!
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Code Optimization via ATF

https://atf-tuner.org
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Advantage of Auto-Tuning Framework (ATF) over state-of-the-art general-purpose AT approaches:

Goal of ATF

42

ATF finds values of performance-critical parameters with 
interdependencies among them 

via optimized processes to  
generating & storing & exploring 

the spaces of interdependent parameters

tuner.addParameter( “tp_1”, T1 ); 
tuner.addParameter( “tp_2", T2 ); 
// ... 
 
tuner.addConstraint(  
  [](T1 tp_1, T2 tp_2, … ) -> bool  

tuner.addParameter( “tp_1”, R1, [](T1 tp_1) -> bool { /* … */ } ); 
tuner.addParameter( “tp_2”, R2, [](T2 tp_2) -> bool { /* … */ } );

Defined on:  
search space (traditional)  

vs. parameters (ATF)

traditional constraints

ATF  
parameter constraints [1]

E�icient Auto-Tuning of Parallel Programs
with Interdependent Tuning Parameters via Auto-Tuning Framework (ATF) 9

resulting in a high memory footprint. Furthermore, the con�gurations of parameters ?3, ?4, ?5,
which are represented by Tree 2, would have to be stored for every leaf of Tree 1 (4 times in this
example). We avoid this signi�cant waste of memory by storing Tree 2 only once and chaining the
two trees together.
Note that our chains-of-trees structure is e�cient also for storing the spaces of parameters

without interdependencies: if tuning parameters are independent, then each single parameter
represents an own interdependent parameter group (comprising only one parameter), which
corresponds to exactly the same range-based search space representation as used in OpenTuner
and libtuning.

5 EXPLORING CONSTRAINED SEARCH SPACES
The third and �nal phase of auto-tuning is the exploration of the search space, generated and stored
as described in Section 3 and 4, using some search technique. State-of-the-art general-purpose
auto-tuning frameworks follow one of two basic approaches to the exploration phase.
CLTune and KernelTuner explore constrained search spaces, but they use a plain array of

con�gurations. Consequently, they provide search techniques an only one-dimensional view on
the search space, which often causes sub-optimal auto-tuning results, because locality information
within the space’s particular dimensions are lost [70]. For example, we demonstrate in Section 7
for the search by simulated annealing – CLTune’s most e�cient search technique [41] – that the
selection time of the next candidate point is very high for large search spaces when relying on the
one-dimensional space, thus leading to poor auto-tuning results.
OpenTuner and libtuning retain the multidimensionality of their search spaces, as required

by search techniques for high search e�ciency [70]. However, these two frameworks have to
explore unconstrained search spaces which can contain also invalid con�gurations. This usually
drastically worsens their e�ciency for programs with interdependent tuning parameters, as we
con�rm experimentally in Section 7.

Fig. 2. Example of exploring our chain-of-trees structure in multiple dimensions, based on an !-dimensional
coordinate space (in this example: ! = 4). Subtrees in level 1 – for nodes 2, 3, 4 – are omi�ed for brevity.
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SP := [ (1,1) | (2,1) | (2,2) | … ]

traditional search space
ATF  

CoT search space [1] 

Structure is:
verbose & 1D  (traditional)  

vs. compact & nD (ATF)

For this, ATF introduces: 

[1] “Efficient Auto-Tuning of Parallel Programs with Interdependent Tuning Parameters via Auto-Tuning Framework (ATF)”, TACO’21



# Input Size

N = 1000

# Step 1: Generate the Search Space

WPT = TP( 'WPT'                    , 

          Interval( 1,N )          , 

          lambda WPT: N % WPT == 0 )

LS  = TP( 'LS'                             ,

          Interval( 1,N )                  ,

          lambda WPT,LS: (N/WPT) % LS == 0 )

# Step 2: Implement a Cost Function

saxpy_code = # ...

N = np.int32( N )

a = np.float32( np.random.random() )

x = np.random.rand(N).astype(np.float32)

y = np.random.rand(N).astype(np.float32)

cf = opencl.CostFunction( saxpy_code )

           .platform_id( 0 )                 \

           .device_id( 0 )                   \

           .kernel_args( N, a,x,y )          \

           .glb_size( lambda WPT,LS: N/WPT ) \

           .lcl_size( lambda     LS: LS    )

# Step 3: Explore the Search Space

config = Tuner().tuning_parameters( WPT,LS )     \

                .search_technique( AUCBandit() ) \

                .tune( cf, Evaluations(50) )

ATF’s Python-based user interface1:

43

ATF: User Interfaces In a nutshell

Name

Range  
(either interval or set)

Arbitrary & pre-implemented cost functions 

Various pre-implemented  
Search Techniques & Abort Conditions

Constraint  
(may contain tuning parameters)

1 ATF also offers a GPL-based interface for (online-tuning) C++ programs,  
  as well as a DSL-based interface (offline tuning)

ATF Website

Schulze, Gorlatch, Rasch, “pyATF: Constraint-Based Auto-Tuning in Python”, CC’25

https://dl.acm.org/doi/10.1145/3708493.3712682


ATF efficiently handles tuning parameters with interdependencies among them:

ATF introduces novel concepts to  
Generating & Storing & Exploring  

the search spaces of interdependent parameters, based on its novel 
constraint design and search space representation
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ATF: Summary

Further ATF features (not presented on slides for brevity):

• ATF has a DSL-based user interface that is arguably simpler to use and more expressive than 
existing auto-tuners (including: OpenTuner & CLTune) 

• ATF offers different kinds of search techniques and abort conditions (extensible) 

• ATF offers a DSL-based user interface (offline tuning), as well as GPL-based interfaces (online 
auto-tuning):

pyATF
github.com/atf-tuner/pyATF

cppATF
github.com/atf-tuner/cppATF

…  (future work)
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— Possible Collaboration(s)

Implemented by  
Jens & Lars Hunloh 

“MDH in MLIR” is promising,  
and there is still much work ahead!

LinalgStableHLO

 …

 …

MDH in MLIR

Making the MLIR (sub-)project of MDH a roofline project?

Named OPs 
(matmul, conv, etc)
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— Possible Collaboration(s)

There are many further (promising)  
collaboration points

Further collaboration possibilities (that also can be combined with MLIR):

Dao et al., “FlashAttention: Fast and Memory-Efficient Exact Attention
with IO-Awareness”

MDH-Based Code Generation  
for FlashAttention 

© NVIDIA

MDH-Based Code Generation  
for Tensor Contractions

…
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Ari  
Rasch

Questions?

https://richardschulze.net
r.schulze@uni-muenster.de

https://arirasch.net
a.rasch@uni-muenster.de

https://atf-tuner.org

Code 
Optimization

https://mdh-lang.org

Code 
Generation Richard 

Schulze

mailto:r.schulze@uni-muenster.de
mailto:a.rasch@uni-muenster.de

